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Abstract

Existing VLM-based open-set semi-supervised learning (OSSL) methods primar-
ily rely on coarse-grained class-level semantics, thereby hampering the accurate
identification of in-distribution (ID) versus out-of-distribution (OOD) samples. To
overcome this issue, we propose a novel memory-driven contrastive embedding
enhancement approach by integrating fine-grained visual contrastive cues into
class-level textual side. Concretely, we design a memory bank to construct and
maintain a diverse collection of the most distinctive fine-grained visual embed-
dings. Guided by the memory bank, visual information is incorporated into the
textual side through cross-modal contrastive learning, enabling more discriminative
fine-grained separation between ID and OOD samples. Consequently, the learned
OSSL model exhibits improved contrastive discriminability across known and
unknown categories. Extensive experiments demonstrate that our method achieves
state-of-the-art (SOTA) performance on multiple fine-grained datasets. The code is
available at https://github.com/njustkmg/NeurIPS26-MDCEE.

1 Introduction

Semi-supervised learning (SSL) [10] is a prominent learning paradigm, as it effectively exploits both
labeled and unlabeled data. However, real-world settings are often open-world, rendering the standard
SSL assumption of identical training and test distributions invalid. This indicates that unlabeled data
in real-world scenarios frequently include a substantial number of previously unseen classes. This
problem setting, termed open-set semi-supervised learning (OSSL) [35, 36, 25, 17, 1], has gained
increasing research interest in recent years.

To address the challenges of OSSL, extensive efforts have been made in the literature. Early
approaches [2, 21, 30] rely on traditional deep learning models, which provide limited semantic
priors and are therefore less reliable under open-set noise. Recent advances in foundation models
have brought new perspectives to OSSL. Large-model-based approaches [17] enhance the ability to
distinguish between in-distribution (ID) and out-of-distribution (OOD) samples by exploiting the
rich semantic representations of foundation models such as CLIP [24]. Consequently, they have
demonstrated strong effectiveness in OSSL applications.

Despite achieving strong performance, existing approaches [17] usually rely on coarse-grained class-
level text representations, limiting their ability to capture fine-grained semantic differences. This issue
becomes especially critical in open-world settings, as some OOD categories exhibit only fine-grained
differences from ID categories. For example, distinguishing between a Corgi, a Husky, and a German
Shepherd cannot be reliably achieved using class-level semantics alone. By incorporating fine-grained
attributes such as a Corgi’s short legs and golden fur, the discrimination task becomes substantially
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easier, as illustrated in Figure 1. This raises a natural question of how to obtain fine-grained and
distinctive representations. Such subtle characteristics are inherently encoded in visual images.
Accordingly, a natural solution is to extract fine-grained visual features and leverage them to enhance
text-side representation learning, thereby injecting sufficiently discriminative information into textual
representations.
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Figure 1: Issue of coarse-grained class-level tex-
tual cues. Top: cues with only class names fail to
distinguish fine-grained classes and are vulnerable
to OOD noise. Bottom: enriched cues with visual
attributes (e.g., “short legs, golden fur”), achieving
clearer decision boundaries and improved robust-
ness against open-set noise.

Motivated by this insight, in this paper, we intro-
duce a memory-driven contrastive embedding
enhancement method that injects fine-grained
visual contrastive cues into class-level text repre-
sentations. First, to preserve fine-grained visual
information, we design a class-level memory
bank. Each memory vector is updated by in-
corporating patch-level visual features that are
most relevant to the corresponding text cues.
As a result, each memory vector aggregates the
most discriminative visual cues of its associ-
ated class. Then, leveraging the fine-grained
visual memory bank, we enhance in-class tex-
tual embeddings by incorporating discriminative
visual cues, thereby enriching class semantics
and improving the model’s ability to distinguish
subtle differences. Meanwhile, we combine dis-
similar visual cues from the memory bank with
base textual embeddings to construct a poisoned
out-of-class text feature, further strengthening
discriminative capability. By constructing these
two contrastive text features, we inject rich and
fine-grained visual information into textual em-
beddings, which improves the model’s ability to
distinguish between in-distribution and out-of-distribution samples during training. Consequently, the
proposed approach significantly improves discriminative performance in OSSL settings. Our main
contributions are listed as follows:

• A novel fine-grained visual memory bank is designed, which captures discriminative visual
cues that are closely associated with class-level semantics.

• A cross-modal contrastive learning mechanism that supports both in-class and out-of-class
learning is proposed. By leveraging a fine-grained visual memory bank, rich visual cues
are injected into textual embeddings, thereby improving the model’s ability to distinguish
between ID and OOD classes.

• Extensive experiments reveal that our proposed method achieves the best performance on
various benchmarks compared with SOTA baselines.

2 Related Work

2.1 Open-Set Semi-Supervised Learning

Open-set semi-supervised learning (OSSL) targets a more realistic scenario, where unlabeled datasets
inevitably contain OOD samples belonging to unknown categories absent from the labeled set [34,
33, 8, 7]. Early methods for OSSL, such as DS3L [6], proposes a bi-level optimization framework
that selectively utilizes unlabeled data by learning instance-wise weights. However, these early
approaches suffer from notable limitations, particularly in handling uncertainty. In order to address
these shortcomings, recent advancements have introduced increasingly sophisticated techniques.
IOMatch [19] employs a multi-binary classifier with a closed-set classifier to produce unified open-set
targets, treating all outliers explicitly as one class. The literature [38] proposes Adaptive Negative
Evidential Deep Learning (ANEDL), utilizing evidential deep learning to quantify different types
of uncertainties in predictions and adaptively optimize negative sampling strategies to differentiate
inliers from outliers. CaliMatch [1] proposes an adaptive calibration framework that jointly calibrates
the classifier and the OOD detector via adaptive label smoothing and temperature scaling. Recently,

2



Label

Image 
Encoder

Text 
Encoder

A photo of 
#label

…

…
…

…

Memory Bank

Fusion

Embedding Extraction Contrastive Embedding Enhancement Loss

 Patches

Cross-Modal Injection

Figure 2: The architecture of our method. We design a memory bank module to maintain the
most discriminative fine-grained visual cues. Based on this, a contrastive learning mechanism is
designed to learn embeddings from both in-class and out-of-class perspectives.

CFSG-CLIP [17] introduces VLMs to OSSL. Despite these advancements, existing VLM-based
OSSL methods [17] primarily rely on the inherent cross-modal alignment of pre-trained VLMs,
where textual embeddings capture only coarse-grained semantic information. This coarse-grained
representation is insufficient for distinguishing ID from near-OOD samples in fine-grained scenarios,
where subtle visual differences are critical for accurate classification and OOD detection.

2.2 Pre-trained Vision-Language Models

Pre-trained vision-language models (VLMs) learn aligned image-text representations from large-scale
image-text pairs, enabling open-vocabulary recognition by similarity matching in a shared embedding
space. Representative dual-encoder contrastive pre-training paradigms include CLIP [24] and its
scalable variants such as ALIGN [9], while more fine-grained alignment has also been explored by
strengthening cross-modal modeling and capturing token-level correspondence [16, 37]. Built upon
these backbones, downstream research mainly follows several recurring directions. One line focuses
on efficient adaptation through minimal parameter updates or lightweight modules while preserving
open-vocabulary capability [11, 40, 31, 5]. Another line extends VLMs from image-level to region-
level recognition, learning region-aware representations to detect and ground novel categories beyond
the training vocabulary [29, 18]. Despite these advances, existing CLIP-based methods primarily
target standard supervised or few-shot scenarios and overlook the unique challenges of OSSL, where
unlabeled data contains unknown categories and fine-grained ID-OOD discrimination is critical.

3 Method

In this section, we illustrate our proposed method in detail. The architecture of our method is shown
in Figure 2.

3.1 Preliminary

Assume that we have a labeled dataset Xlabeled = {(xi, yi)}Ni=1, where xi denotes the data sample
drawn from the distribution Dlabeled, and yi ∈ {1, · · · , C} indicates the class label with C classes.
Furthermore, a large unlabeled dataset Xunlabeled = {xi}Mi=1 collected from the open-set environment
is also available, where sample xi is drawn from the distribution Dunlabeled, which may contain both
ID and OOD data. OSSL aims to correctly classify ID samples while effectively rejecting OOD
samples using both the labeled set Xlabeled and the unlabeled set Xunlabeled.

In recent years, the rapid progress of large-scale pretrained VLMs has substantially advanced OSSL.
Most existing OSSL methods [17] leverage the vision and text encoders of pretrained VLMs to obtain
modality-specific embeddings. This process can be formulated as ai = ϕv(xi) and bi = ϕt(ti),
where ϕv(·) and ϕt(·) respectively denote the vision and text encoders, and ti represents a label-based
textual prompt constructed from the class label yi, e.g., “A photo of yi”. Based on the VLM-derived
embeddings, the model performs ID-OOD discrimination by comparing samples against class-level
textual prototypes.
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Under this architecture, the text modality primarily captures coarse-grained visual semantics through
cross-modal alignment, which limits its ability to reliably distinguish ID and OOD samples, especially
in fine-grained open-set scenarios.

3.2 Visual Memory Bank

To enhance the discriminative capacity of the text modality for ID-OOD separation, we propose a
memory bank-driven visual enhancement mechanism.

Given an input image xi, we partition it into n2 non-overlapping patches, which are subsequently
embedded as a sequence of patch-level tokens:

∀j ∈ {1, · · · , n2}, aj
i = ϕv(xj

i ) ∈ Rd, (1)

where xj
i indicates the j-th patch, and d denotes the feature dimension. Furthermore, the textual

embedding bi is obtained by encoding the label-based textual prompt ti constructed from yi.

Based on the patch-level tokens and the textual embedding, we maintain a memory bank V ∈ RC×d,
with one d-dimensional memory vector for each ID class. We use patch-text similarity as a class-
relevance prior. Specifically, we first calculate the similarity score between {aj

i}n
2

j=1 and bi:

∀j ∈ {1, · · · , n2}, sji = cos(aj
i , bi). (2)

Based on the similarity scores, we select the top-K patch-level tokens and aggregate them into an
averaged correlated memory slot by an alignment module function g(·):

āi =
1

K

K∑
k=1

g(ark
i ; θg), (3)

where rk ∈ ΓK({sji}n
2

j=1), and ΓK({sji}n
2

j=1) denotes the index set of the top-K patch-level tokens
ranked by similarity scores, θg denotes the parameters of g(·).
During the training process, the normalized memory slot āi is used to update its corresponding
class-wise memory bank vyi ∈ V by exponential moving average (EMA) strategy at t-th iteration:

vyi(t+ 1) =


āi, if t = 1,

µvyi
(t) + (1− µ) · āi

∥āi∥
, otherwise.

By doing so, the memory bank aggregates the most relevant fine-grained visual information, enabling
stable and discriminative text-side enhancement.

3.3 Contrastive Embedding Enhancement

We next investigate how fine-grained visual cues can be integrated into the text modality to enhance
ID-OOD discrimination. For coarse-grained textual cues, we incorporate fine-grained visual features
from the same class to enrich semantic specificity, while simultaneously contrasting them with
visually dissimilar features from other classes to promote class separability in the joint embedding
space. Accordingly, we design a cross-modal injection strategy that jointly accounts for both in-class
relevance and out-of-class discrepancy.

Specifically, we first utilize vyi to enrich the base textual embedding bi:

zi = αh ([vyi
; bi]; θh) + bi, (4)

where [·; ·] indicates the vector concatenation, h(·) denotes a fusion module function, θh denotes the
parameters of h(·), and α is a weighting coefficient.

Simultaneously, we inject fine-grained visual cues from different classes into the base textual cue.
Specifically, we randomly sample a memory vector from the memory bank corresponding to a class
other than yi:

ξi ← {v1, · · · ,vC} \ {vyi
}. (5)
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Here we use the notation “←” to indicate that an element is randomly chosen from a given set. Then
the textual embedding bi is poisoned by:

zp
i = αh ([ξi; bi]; θh) + bi. (6)

By injecting fine-grained visual cues from both similar and dissimilar classes into the textual side, we
enable a more robust contrastive learning mechanism. We first calculate the probability given (xi, yi)
based on the enriched textual embedding zi:

p(yi | xi) =
exp (⟨zi,ai⟩/τ)∑C
j=1 exp (⟨zj ,ai⟩/τ)

, (7)

where τ is the temperature parameter. Then the corresponding loss function is defined as:

LCE(zi,ai) = − log p(yi | xi). (8)

For unlabeled data, we adopt the standard consistency regularization paradigm with confidence-based
filtering to exclude OOD samples from pseudo-labeling. Given an unlabeled sample xi ∈Xunlabeled,
we apply weak augmentation to obtain xw

i and strong augmentation to obtain xs
i . We generate a

pseudo-label ŷi = argmaxy p(y | xw
i ) from the weakly-augmented view and compute its prediction

confidence. Only samples with confidence exceeding a threshold ρ are treated as ID samples and
retained for consistency regularization:

δi = 1[p(ŷi | xw
i ) ≥ ρ] , (9)

where δi ∈ {0, 1} is a binary mask indicating whether the sample should contribute to the loss and
1(·) is the indicator function. The consistency regularization loss is then defined as:

LCON(a
s
i ) = δi · H(ŷi, p(y | xs

i )) , (10)

whereH(·, ·) denotes the cross-entropy loss, as denotes the embedding extracted from xs.

Then, we calculate the probability based on the poisoned textual embedding zp
i :

pp(yi | xi) =
exp (⟨zi,ai⟩/τ)

exp (⟨zi,ai⟩/τ) + exp (⟨zp
i ,ai⟩/τ)

. (11)

We employ a contrastive loss to encourage image features to align with the correctly enriched
embedding zi while being repelled from the poisoned embedding zp

i :

LPC(z
p
i , zi) = − log pp(yi | xi). (12)

By enforcing contrastive alignment, this mechanism encourages the model to focus on distinctive
class-specific cues rather than coarse semantics shared across similar classes. Consequently, near-
OOD samples that exhibit only partial or superficial similarities to ID classes are naturally assigned
lower confidence scores and filtered out by the confidence-based mechanism in Eq. (9), thereby
preventing open-set noise from contaminating the training process.

Training Pipeline: The alignment module serves to bridge the modality gap between patch-level
visual tokens and textual embeddings, facilitating accurate memory bank updates. To maintain stable
semantic correspondence, we optimize the alignment module using the base textual embeddings bi.
The corresponding loss function is defined as:

LMemory =
1

N

N∑
i=1

LCE(bi, āi) +
λ

M

M∑
i=1

LCON(ā
s
i ), (13)

where λ is a weighting coefficient.

At the same time, based on the memory bank, we optimize the parameters of the fusion module. The
corresponding objective function is defined as:

LTotal =
1

N

N∑
i=1

[
LCE(zi,ai) + νLPC(z

p
i , zi)

]
+

λ

M

M∑
i=1

LCON(a
s
i ), (14)

where ν is a weighting coefficient.

Algorithm (1) summarizes the entire training process of our proposed method.
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Algorithm 1 Algorithm for our approach.

1: Input: Labeled set Xlabeled, unlabeled set Xunlabeled, encoders ϕv(·), ϕt(·);
2: Output: Memory bank V and model parameters θ = {θg, θh};
3: INIT: Initialize memory bank V , max iterations T .
4: for t = 1 to T do
5: for each labeled sample (xi, yi) do
6: Extract {aj

i}n
2

j=1 and bi based on ϕv(·), ϕt(·).
7: Calculate similarity of {aj

i}n
2

j=1 and bi.
8: Calculate āi based on Eq. (3).
9: Update memory vyi

with āi.
10: Calculate zi based on Eq. (4).
11: Calculate zp

i based on Eq. (6).
12: Calculate LCE(zi,ai) based on Eq. (8).
13: Calculate LPC(z

p
i , zi) based on Eq. (12).

14: end for
15: for each unlabeled sample xi do
16: Generate xw

i , xs
i .

17: Calculate LCON(a
s
i ) based on Eq. (10).

18: end for
19: Update θg based on Eq. (13).
20: Update θh based on Eq. (14).
21: end for
22: return Memory bank V and model parameters θ;

4 Experiments

4.1 Experimental Setting

Datasets. We evaluate the proposed approach on five widely-used fine-grained benchmark datasets:
CUB-200-2011 [28], Stanford Dogs [13], Stanford Cars [14], FGVC-Aircraft [22] and Semi-
Aves [27]. We follow the data split strategy from literature [17]. Specifically, we designate the
odd classes as in-distribution classes and the even classes as out-of-distribution classes to minimize
domain mismatch between ID and OOD categories. For each ID class, we randomly select 5 or 20
samples from the training set as labeled data, using the remaining training samples as unlabeled data.
For evaluation, we apply the same ID/OOD class partition to the test set, and evaluate on all test
samples from both ID and OOD classes.

Evaluation Metrics. Following previous works [19, 17], we report two key metrics: (1) classification
accuracy on ID classes, which measures the model’s ability to correctly classify known categories;
(2) open-set classification balanced accuracy, which evaluates ID recognition and OOD detection in a
unified metric. Specifically, we treat all unseen classes as a single extra category (i.e., the (C+1)-th
class), and report the macro-averaged recall over all C+1 classes. Additionally, we evaluate OOD
detection performance using the Area Under the Receiver Operating Characteristic curve (AUROC)
and the false positive rate at a true positive rate of 95% (FPR95) [20]. Higher AUROC and lower
FPR95 indicate better OOD detection performance.

Baselines. To illustrate the effectiveness of our method on fine-grained OSSL, we compare it with
representative vision-language baselines and recent CLIP-driven OSSL approaches. Specifically,
we adopt CLIP [24] as the primary baseline and report its zero-shot performance without fine-
tuning. In addition to the CLIP baseline, we consider representative prompt-learning baselines
such as CoOp [41], PLOT [3], MaPLe [12] and TextRefiner [32]. We also include LoCoOp [23], a
prompt-learning method originally proposed for few-shot OOD detection. Additionally, we evaluate
parameter-efficient CLIP adaptation methods, including CLIP-Adapter [4] and CLIP-LoRA [39]. For
CLIP-based OSSL baselines, we compare against CFSG-CLIP [17], a recent CLIP-driven framework
for fine-grained OSSL.

Implementation Details. We adopt a pretrained ViT-B/16 CLIP model as the backbone. We
implement the alignment module as an image adapter followed by a two-layer MLP, and the fusion
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Table 1: Classification accuracy on ID classes (%) for CLIP-based methods on four fine-grained
benchmark datasets with varying labeled set sizes under the OSSL setting.

Method Stanford Dogs Stanford Cars CUB-200-2011 FGVC Aircraft

5 20 5 20 5 20 5 20

CLIP 79.25±0.00 79.25±0.00 75.97±0.00 75.97±0.00 66.00±0.00 66.00±0.00 31.37±0.00 31.37±0.00

CLIP-LORA 83.81±0.37 84.31±0.27 82.71±0.56 82.45±1.30 70.95±0.85 73.40±0.75 40.89±1.73 42.37±0.71

CLIP-Adapter 82.91±0.25 86.02±0.27 84.31±0.02 87.13±0.28 80.03±0.29 84.77±1.02 47.77±0.90 55.79±0.73

CoOp 83.01±0.26 85.68±0.37 85.45±0.31 87.64±0.46 80.10±0.29 85.40±0.37 45.39±0.96 55.43±0.30

LoCoOp 83.08±0.25 86.26±0.11 84.10±0.72 87.83±0.66 79.27±0.45 85.63±0.54 45.53±1.36 54.67±1.59

PLOT 84.46±0.07 87.11±0.09 86.28±0.30 88.59±0.45 81.43±0.66 87.20±0.14 49.59±0.37 58.25±0.93

TextRefiner 85.05±0.20 87.38±0.23 87.18±0.29 89.46±0.36 82.35±0.38 88.05±0.28 50.94±0.54 61.80±0.88

MaPLe 85.64±0.15 87.64±0.20 88.16±0.25 90.34±0.25 83.30±0.33 88.77±0.21 52.43±0.47 64.33±1.21

CFSG-CLIP 85.48±0.21 89.42±0.16 90.38±0.09 93.08±0.08 84.73±0.17 91.75±0.24 61.09±0.27 73.56±0.58

Ours 86.51±0.18 90.24±0.14 91.19±0.12 93.68±0.43 88.09±0.15 92.59±0.19 61.91±0.32 73.90±0.53

Table 2: Open-set classification balanced accuracy (%) for CLIP-based methods on four fine-grained
benchmark datasets with varying labeled set sizes under the OSSL setting.

Method Stanford Dogs Stanford Cars CUB-200-2011 FGVC Aircraft

5 20 5 20 5 20 5 20

CLIP 77.17±0.00 77.17±0.00 75.70±0.00 75.70±0.00 64.10±0.00 64.10±0.00 31.08±0.00 31.08±0.00

CLIP-LORA 82.34±0.57 82.67±0.36 82.10±0.56 81.03±1.24 70.52±1.34 72.20±0.45 40.10±1.69 41.57±0.69

CLIP-Adapter 81.63±0.14 84.36±0.25 83.65±0.04 86.50±0.25 81.36±0.60 85.20±0.95 46.87±0.88 53.52±1.35

CoOp 81.65±0.20 84.25±0.41 84.63±0.36 86.84±0.42 81.04±0.06 84.92±0.51 44.55±0.94 54.35±0.30

LoCoOp 81.78±0.23 84.68±0.20 83.25±0.76 87.17±0.64 80.45±0.86 85.46±0.32 44.67±1.35 53.60±1.57

PLOT 82.95±0.07 85.54±0.11 85.58±0.32 87.83±0.34 83.32±0.31 87.16±0.17 48.68±0.37 57.13±0.92

TextRefiner 83.52±0.18 85.78±0.24 86.42±0.28 88.65±0.31 84.03±0.41 87.92±0.35 50.20±0.52 60.45±0.84

MaPLe 84.09±0.19 86.02±0.25 87.43±0.27 89.48±0.25 84.72±0.53 88.66±0.60 51.79±0.43 63.12±1.19

CFSG-CLIP 84.02±0.15 87.77±0.19 89.65±0.05 92.34±0.10 86.46±0.25 90.92±0.24 59.92±0.26 72.13±0.57

Ours 84.89±0.17 88.44±0.22 90.34±0.08 92.62±0.13 86.92±0.31 91.79±0.28 60.70±0.33 73.30±0.49

module as a single-layer network. For the base prompt, we set the learnable textual prompt length
to 16, following the setting in CoOp [41]. All models are trained for 51,200 iterations with a batch
size of 32 and a learning rate of 0.002. The consistency regularization loss weight λ is set to 2, and
the contrastive loss weight ν is set to 1. Following [26], we use a confidence threshold ρ = 0.95
to filter reliable pseudo labels for unlabeled samples. The momentum coefficient µ is set to 0.7, the
weighting coefficient α is set to 0.3, and the warmup iterations are set to 10,000. The temperature
parameter τ is set to 0.5. We set K = 5 for patch-level token selection. All results are presented as
the mean with standard deviation over three runs using different random seeds.

4.2 Comparison with State-of-the-Art Methods

Table 1 reports the ID classification accuracy of CLIP-based methods on four fine-grained benchmarks
with varying labeled set sizes. Our approach consistently achieves the best results across all datasets
and label regimes. Notably, on CUB-200-2011 with only 5 labeled samples per class, we achieve
88.09% accuracy, surpassing the strongest prior approach CFSG-CLIP (84.73%) by 3.36%. We
observe similarly consistent gains on other datasets, e.g., our approach improves over CFSG-CLIP by
1.03% on Stanford Dogs (5 samples: 86.51% vs. 85.48%) and achieves the best performance on FGVC
Aircraft under both 5 samples (61.91%) and 20 samples (73.90%) settings. These results validate the
effectiveness of our memory-driven contrastive embedding enhancement approach. By aggregating
fine-grained visual features into a class-wise memory bank and refining textual embeddings with
these discriminative cues, our approach achieves superior performance compared to methods relying
solely on coarse-grained class-level semantics.

Table 2 summarizes the open-set classification balanced accuracy on four fine-grained benchmarks
under the same OSSL setting. Our approach achieves the best balanced accuracy across all datasets
and label regimes, demonstrating superior open-set recognition capability under limited supervision.
On FGVC Aircraft with 20 labeled samples per class, our approach reaches 73.30% balanced accuracy,
outperforming CFSG-CLIP (72.13%) by 1.17%. The gains persist in the 5 samples setting, where
our approach achieves 60.70% balanced accuracy compared to 59.92% for CFSG-CLIP. These
improvements demonstrate the effectiveness of the approach in strengthening ID-OOD discrimination.
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Table 3: Classification accuracy (%) on Semi-
Aves under two unlabeled-data settings: ID sam-
ples only (Uin), and a mixture of ID and OOD
samples (Uin + Uout).

Method Uin Uin + Uout

CLIP 10.05±0.00 10.05±0.00

CLIP-Adapter 50.16±1.55 50.10±0.44

CoOp 47.67±0.97 47.93±0.76

LoCoOp 48.04±0.96 47.30±1.30

PLOT 53.68±0.35 54.72±0.96

MaPLe 60.39±0.10 59.68±0.64

CFSG-CLIP 65.63±0.27 63.69±0.74

Ours 67.21±0.42 65.27±0.68

Table 4: AUROC and FPR95 (%) on four fine-
grained datasets.

Dataset Labels AUROC ↑ FPR95 ↓
CFSG Ours CFSG Ours

Dogs 5 67.35 77.48 88.33 79.68
20 69.29 77.65 86.87 78.83

Cars 5 63.01 79.84 89.67 76.51
20 64.29 82.35 88.13 71.31

CUB 5 65.78 76.45 87.96 81.47
20 71.84 78.95 82.17 77.28

Aircraft 5 50.16 53.39 95.26 94.57
20 54.29 62.49 94.98 90.77

By contrasting enriched textual embeddings against poisoned ones, our model learns distinctive
class-specific features that enable reliable separation between ID and near-OOD samples.

We further evaluate our method on Semi-Aves under two unlabeled-data settings: ID samples only
(Uin) and a mixture of ID and OOD samples (Uin+Uout). As shown in Table 3, our method achieves
the best classification accuracy in both settings, reaching 67.21% and 65.27%, respectively.

To directly assess OOD detection performance, we report two standard OOD detection metrics,
AUROC and FPR95, in Table 4. We compare our method against CFSG-CLIP, the strongest baseline
for fine-grained OSSL. Dogs, Cars, CUB, and Aircraft denote Stanford Dogs, Stanford Cars, CUB-
200-2011, and FGVC-Aircraft, respectively. Our method consistently achieves higher AUROC and
lower FPR95 across all four datasets under both the 5-label and 20-label settings.

4.3 Sensitivity to Hyper-Parameters

We analyze the sensitivity to key hyper-parameters on the CUB-200-2011 dataset with 20 labeled
samples per class. We report the classification accuracy on ID classes (ID Acc.) and the open-set
classification balanced accuracy (Bal. Acc.) in Figure 3.

Sensitivity to K. As shown in Figure 3 (a), using K = 5 achieves the best performance. The
performance remains relatively stable across different K values (K from 5 to 25), demonstrating the
robustness of our patch-level token selection mechanism.
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Figure 3: Sensitivity analysis on key hyper-parameters.
We report results under different settings of K, µ, and α.

Sensitivity to µ. Figure 3 (b) shows that
our method is robust to the momentum
coefficient µ across a wide range of val-
ues. Performance remains stable at µ ∈
[0.5, 0.8] with ID accuracy consistently
above 92%, demonstrating that the visual
memory bank updates are not sensitive to
the momentum coefficient µ.

Sensitivity to α. Figure 3 (c) demon-
strates robustness to the weighting coef-
ficient α. Our approach maintains strong
performance across α ∈ [0.2, 0.5] with ID accuracy above 92%, indicating that the cross-modal
injection strategy is not sensitive to the weighting coefficient α.

4.4 Ablation Study

To validate the effectiveness of each component in our approach, we conduct comprehensive ablation
studies on the CUB-200-2011 dataset with 20 labeled samples per class. We report the classification
accuracy on ID classes (ID Acc.) and the open-set classification balanced accuracy (Bal. Acc.) in
Table 5. AM and MU refer to the alignment module and the memory update strategy, respectively.
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Figure 4: ID-OOD separation on CUB-200-2011. (a) Distribution of maximum prediction logits
using base textual embeddings. (b) Distribution of maximum prediction logits using enriched textual
embeddings. (c) Training dynamics of ID retention and OOD rejection ratios.

Table 5: Ablation study on CUB-200-2011 with 20
labeled samples per class.

LCE LCON LPC AM MU ID Acc. Bal. Acc.

✓ ✓ ✓ 87.80 86.85
✓ ✓ ✓ ✓ 91.27 90.30
✓ ✓ ✓ ✓ ✓ 92.59 91.79

✓ ✓ 86.64 84.97
✓ ✓ ✓ 88.82 87.42
✓ ✓ ✓ ✓ 90.93 90.15

✓ ✓ 87.35 86.45
✓ ✓ ✓ 89.53 88.55
✓ ✓ ✓ ✓ 91.69 90.62

Effect of Loss Functions. We progressively
incorporate our proposed loss functions to vali-
date their effectiveness. As shown in Rows 1-3
of Table 5, each component consistently im-
proves the final performance. Incorporating
the consistency regularization loss LCON in-
creases ID accuracy from 87.80% to 91.27%
and balanced accuracy from 86.85% to 90.30%.
Further incorporating the contrastive loss LPC
yields additional gains, reaching 92.59% ID
accuracy and 91.79% balanced accuracy, sug-
gesting that explicitly contrasting semantically
consistent versus inconsistent pairs strengthens
ID separability and OOD detection.

Effect of the Alignment Module. Rows 4-6 of
Table 5 examine the role of the alignment mod-
ule g(·) in bridging the modality gap between
patch-level visual tokens and textual embeddings. Without the alignment module, the model achieves
86.64% ID accuracy and 84.97% balanced accuracy using only LCE. Adding LCON improves the
performance to 88.82% ID accuracy and 87.42% balanced accuracy, while further incorporating LPC
yields 90.93% and 90.15%, respectively. Compared with the full model (Row 3), the remaining gap
indicates that the alignment module is critical for effective image-text alignment, bringing a gain of
approximately 1.66% in ID accuracy and 1.64% in balanced accuracy. Comparing Rows 1-3 with
Rows 4-6 further shows that the alignment module consistently improves both metrics under all three
combinations of loss terms.

Effect of Memory Update Strategy. Rows 7-9 of Table 5 evaluate the contribution of memory
update strategy. When the memory bank is updated only with labeled samples, the model achieves
91.69% ID accuracy and 90.62% balanced accuracy. Compared with the full model that additionally
incorporates high-confidence unlabeled samples for memory updates (Row 3), these results indicate
that enriching the memory bank with diverse unlabeled data enables more comprehensive feature
aggregation, leading to a gain of approximately 1.2% in balanced accuracy.

4.5 Further Analysis

To better understand how the memory bank improves the distinction between ID and OOD samples,
we visualize two aspects in Figure 4: (1) the distribution of maximum prediction logits with base
textual embeddings {bi} versus enriched textual embeddings {zi} on the test set, and (2) the training
dynamics of ID retention and OOD rejection ratios on the unlabeled dataset. Stronger separation
between ID and OOD distributions indicates more effective OOD detection.

As shown in Figure 4 (a), using base textual embeddings results in substantial overlap between ID and
OOD distributions, indicating that generic text templates lack sufficient discriminative information
to separate the two. In contrast, Figure 4 (b) demonstrates that using enriched textual embeddings
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Figure 5: Analysis of poisoning strategies and visual memory bank design on CUB-200-2011 under
the 20-label setting. (a) Comparison of random and nearest-negative sampling for constructing
poisoned textual embeddings. (b) Comparison of global image features, random patches, and top-k
patches for memory construction. (c) Effect of the number of memory slots per class.

achieves much clearer separation, with distinctly separated distributions for ID and OOD samples.
Furthermore, Figure 4 (c) reveals that during training, using enriched textual embeddings maintains
higher ID retention and OOD rejection ratios than using base embeddings, demonstrating that the
memory bank effectively injects discriminative visual information into textual representations.

We further compare different poisoning strategies and visual memory bank designs in Figure 5.
Figure 5(a) compares random and nearest-negative sampling for constructing poisoned textual
embeddings. Random sampling achieves higher negative-class coverage and sampling entropy,
exposing the model to more diverse visual cues and providing richer contrastive signals during
training. The higher ID and balanced accuracy further support the effectiveness of diverse negative
sampling. Figure 5(b) compares global image features, random patches, and top-K patches for
memory construction. Top-K patches perform best across all three metrics, supporting the use of
patch-text similarity as a class-relevance prior for memory construction. Figure 5(c) evaluates the
effect of the number of memory slots per class. A single slot consistently outperforms five or ten
slots, supporting our single-slot memory design.

5 Conclusion

We propose a memory-driven contrastive embedding enhancement approach for fine-grained OSSL,
targeting the coarse class-wise semantics that hinder fine-grained ID classification and OOD de-
tection. We design a class-level memory bank that maintains discriminative visual cues for each
category. Guided by the memory bank, we inject visual information into textual embeddings through
cross-modal contrastive learning, thereby enriching class semantics with fine-grained attributes and
improving both ID classification and OOD rejection under open-set noise. Extensive experiments
on multiple fine-grained benchmarks demonstrate that our method consistently outperforms strong
baselines and achieves state-of-the-art performance.

Limitation. Our visual memory bank is particularly effective when discriminative cues are concen-
trated in local regions, such as beak shapes or grille designs, which can be captured by top-K patch
selection. However, its benefits may provide smaller gains when inter-class differences primarily
involve global shapes, such as body proportions or object silhouettes. Incorporating complementary
global structural cues into the memory mechanism remains a direction for future work.
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A An Alternative Use of the Visual Memory Bank: Pseudo-OOD Synthesis

In this section, we explore an alternative way to leverage the visual memory bank for enhancing
ID-OOD discrimination. Beyond the contrastive embedding enhancement presented in the main
paper, the memory bank can also be utilized to synthesize pseudo-OOD samples.

A.1 Pseudo-OOD Construction

Given a labeled sample (xi, yi) with its corresponding visual embedding ai = ϕv(xi) and the
class-wise memory bank V = {v1, · · · ,vC}, we construct a pseudo-OOD sample by mixing ai

with a memory vector from a different class. Specifically, we first randomly select a class c ̸= yi, and
then synthesize a pseudo-OOD feature as:

ãi = β · ai + (1− β) · vc, (15)

where β ∈ [0, 1] is a mixing coefficient that controls the degree of semantic conflict. ãi intentionally
contains conflicting visual semantics from two distinct classes. This semantic conflict simulates a key
property of near-OOD samples: they often exhibit partial similarities to multiple ID classes while
not belonging to any of them, making them difficult to filter out as they may receive high confidence
from the model.

A.2 Uniform Distribution Loss

To encourage the model to assign low and uniform confidence scores to pseudo-OOD samples, we
employ a uniform distribution loss. Specifically, given the synthesized feature ãi and the enriched
textual embeddings {z1, · · · , zC}, we compute the predicted probability distribution:

p(j | ãi) =
exp(⟨ãi, zj⟩/τ)∑C
k=1 exp(⟨ãi, zk⟩/τ)

, j ∈ {1, . . . , C}, (16)

where τ is the temperature parameter.

The uniform distribution loss is then defined as the cross-entropy between a uniform target distribution
and the predicted distribution:

LUNI(ãi) = −
C∑

j=1

1

C
log p(j | ãi). (17)

By minimizing LUNI, the model learns to avoid making confident predictions on semantically con-
flicting samples, thereby naturally filtering out near-OOD samples during training.

A.3 Training Integration

The uniform distribution loss is incorporated into the objective for updating the fusion module with a
weighting coefficient λood:

LTotal =
1

N

N∑
i=1

[
LCE(zi,ai) + λoodLUNI(ãi)

]
+

λ

M

M∑
i=1

LCON(a
s
i ). (18)

where LCE and LCON are defined in the main paper, and the alignment module is optimized using the
same objective as the main paper.

We validate this pseudo-OOD synthesis module in Appendix C.2. Note that this module is used only
for additional analysis and is not used in the main experiments.

B Notation and Datasets

In this section, we summarize the key notation used throughout the paper and provide additional
details on the datasets used in our experiments.
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Table I: Notation Definition.

Symbol Description

Xlabeled = {(xi, yi)}Ni=1 Labeled training set with N samples
Xunlabeled = {xi}Mi=1 Unlabeled set with M samples
Dlabeled Data distributions for labeled sets
Dunlabeled Data distributions for unlabeled sets
xi Input image sample
C the number of ID classes
yi ∈ {1, . . . , C} ID class label
ϕv(·) Image encoder
ϕt(·) Text encoder
ti Label-based textual prompt for class yi
ai Global image embedding of xi

bi Base textual embedding of prompt ti
n2 Number of non-overlapping image patches
xj

i The j-th patch of image xi

aj
i Patch-level token

K Number of selected top patches
g(·; θg) Alignment module with parameters θg
h(·; θh) Fusion module with parameters θh
V Visual memory bank
vyi Memory vector of class yi
µ Momentum coefficient
[·; ·] Vector concatenation operator
α Weighting coefficient
zi Enriched textual embedding
ξi Randomly sampled memory vector
zp
i Poisoned textual embedding

τ Temperature parameter
ρ Confidence threshold for filtering unlabeled samples
1(·) Indicator function
H(·, ·) Cross-entropy operator
LCE Cross-entropy loss
LCON Consistency regularization loss
LPC contrastive loss
λ Weighting coefficient for LCON

ν Weighting coefficient for LPC

B.1 Notation

Table I summarizes the key notation used throughout the paper.

B.2 Datasets

Stanford Dogs. Stanford Dogs [13] is a fine-grained dog categories recognition benchmark con-
taining 20,580 images from 120 dog breeds. Following the standard split, it provides 12,000 training
images and 8,580 test images, and includes breed labels and bounding-box annotations for the training
set. We use the official train/test split for all experiments.

Stanford Cars. Stanford Cars [14] consists of 16,185 images from 196 car categories. The dataset
is officially split into 8,144 training images and 8,041 testing images, with an approximately balanced
per-class partition. We use the official train/test split for all experiments.

CUB-200-2011. CUB-200-2011 [28] is a widely used fine-grained bird classification dataset with
200 bird categories and 11,788 images in total. The official split contains 5,994 training images
and 5,794 testing images. In addition to category labels, it provides rich instance-level annotations,
including one bounding box per image, 15 part locations, and 312 binary attributes. We use the
official train/test split for all experiments.
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FGVC-Aircraft. FGVC-Aircraft [22] is a fine-grained aircraft recognition benchmark comprising
10,000 images across 100 aircraft categories, with each image annotated by a tight bounding box and
a hierarchical aircraft model label. The standard protocol partitions images into train/validation/test
subsets with roughly equal size per variant (typically 33/33/34 images per category). We use the
official train/test split for all experiments.

C Additional Experimental Results

C.1 Visualization of Selected Patches

To provide insights into what fine-grained visual cues are captured by our visual memory bank,
we visualize the top-K selected patches on random samples from four fine-grained datasets (in
practice, we set K = 5): CUB-200-2011 [28], Stanford Cars [14], Stanford Dogs [13] and FGVC-
Aircraft [22]. Figure I shows that the selected patches tend to focus on discriminative local regions
that are characteristic of each category.

For bird species (CUB-200-2011) [28], the model selects patches corresponding to distinctive features
such as beak shape, eye rings, and plumage patterns. For car models (Stanford Cars) [14], the selected
patches concentrate on headlights, grilles, and body contours. For dog breeds (Stanford Dogs) [13],
the model focuses on facial features, ear shapes, and fur textures. For aircraft variants (FGVC-
Aircraft) [22], the selected patches primarily attend to the fuselage body, cockpit and window regions.
These visualizations indicate that our visual memory bank effectively aggregates the most distinctive
visual cues for each category.

Figure I: Visualization of top-5 selected patches on representative samples. The colored boxes indicate
the patches with highest cosine similarity to the textual embedding, numbered by their ranking.

C.2 Impact of Pseudo-OOD Synthesis

To validate the effectiveness of the memory-driven pseudo-OOD synthesis module (Appendix A), we
disable the contrastive embedding enhancement component used in the main paper and rely solely on
the memory bank for pseudo-OOD synthesis. We then compare models trained with and without this
mechanism. We set the mixing coefficient β = 0.5 and the weighting coefficient λood = 0.1.

We report the ID classification accuracy (ID Acc.) and the open-set classification balanced accuracy
(Bal. Acc.) in Table II. Incorporating pseudo-OOD synthesis brings consistent improvements across
all four datasets. Specifically, it increases the ID classification accuracy by roughly 0.24%-1.17% and
also improves balanced accuracy by about 0.50%-1.88%. This suggests that semantically conflicting
pseudo-OOD training improves both OOD rejection and ID discrimination, yielding more reliable
open-set decision boundaries.

C.3 Sensitivity to Hyper-parameters

We report additional sensitivity analyses for three hyper-parameters: the weighting coefficient λ for
consistency regularization loss, ν for contrastive loss, and temperature parameter τ . All experiments
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Table II: Effect of memory-driven pseudo-OOD synthesis on four datasets (20 labeled samples).
Dataset Method ID Acc. (%) Bal. Acc. (%)

Stanford Dogs w/o Pseudo-OOD 89.23 87.55
w/ Pseudo-OOD 89.92 88.05

Stanford Cars w/o Pseudo-OOD 92.33 91.46
w/ Pseudo-OOD 93.25 92.20

CUB-200-2011 w/o Pseudo-OOD 91.27 90.30
w/ Pseudo-OOD 91.51 91.28

FGVC-Aircraft w/o Pseudo-OOD 72.28 70.92
w/ Pseudo-OOD 73.45 72.80
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Figure II: Sensitivity analysis of hyper-parameters on CUB-200-2011 (20 labeled samples).

are conducted on the CUB-200-2011 dataset under the 20-labeled setting. As shown in Figure II, our
method remains stable over a broad range of hyper-parameters. The results indicate that our approach
is not sensitive to hyper-parameters.

C.4 Computational Complexity

All experiments in the main paper are conducted on a single NVIDIA RTX 4090 GPU. We further
compare the computational overhead of our method with the strongest baseline, CFSG-CLIP [17], on
CUB-200-2011 [28] under the 20-label setting. As shown in Table III, our method improves the ID
classification accuracy from 91.75% to 92.59% while maintaining competitive computational cost,
with comparable training time and lower memory usage than CFSG-CLIP.

Table III: Computational overhead comparison on CUB-200-2011 under the 20-label setting.
Method ID Acc. Extra Params Train Time Train Mem Infer Mem

(%) (M) (h) (GB) (GB)

CLIP 66.00 0.0 – – 3.4
CFSG-CLIP 91.75 0.9 11.0 12.3 4.2
Ours 92.59 1.2 12.5 7.2 3.8

C.5 Textual Discriminability Analysis

To understand how the memory bank enhances textual discriminability, we visualize inter-class
similarity matrices as heatmaps in Figure III. For clarity, we randomly sample 6 ID classes from
CUB-200-2011 [28].

We compare three types of representations: (1) visual memory bank feature vectors vyi
, (2) base

textual embeddings bc, and (3) enriched textual embeddings zi that incorporate visual cues from the
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Figure III: Textual discriminability analysis on CUB-200-2011. Left: similarity matrix for visual
memory bank feature vectors. Middle: similarity matrix for base textual embeddings. Right:
similarity matrix for enriched textual embeddings.

memory bank. We quantify discriminability using the average off-diagonal cosine dissimilarity, ex-
pressed as a percentage. Higher values indicate better inter-class separation. Base textual embeddings
exhibit high inter-class similarity, with a dissimilarity of only 7.2%. In contrast, visual memory bank
features exhibit substantially lower inter-class similarity, with a dissimilarity of 97.7%. Incorporating
these visual cues increases the dissimilarity of textual embeddings to 58.6%, demonstrating improved
inter-class separation after memory enrichment.

We further extend the quantitative analysis to the other three datasets. As shown in Table IV, enriched
textual embeddings consistently exhibit higher inter-class dissimilarity than base textual embeddings.

Table IV: Average off-diagonal cosine dissimilarity (%) of base and enriched textual embeddings
across three datasets. Higher values indicate better inter-class separation.

Dataset Base textual embeddings Enriched textual embeddings

Stanford Dogs 15.20 47.00
Stanford Cars 8.40 54.76
FGVC-Aircraft 4.81 53.58

C.6 Near- and Far-OOD Detection on CIFAR-100

To directly assess performance on near- and far-OOD samples, we construct matched OOD subsets
on CIFAR-100 [15] using its superclass hierarchy. Near-OOD classes belong to the same superclasses
as the ID classes, whereas far-OOD classes belong to superclasses disjoint from those containing
ID classes. As shown in Table V, our method achieves higher AUROC and lower FPR95 than
CFSG-CLIP on both subsets. These results demonstrate improved discrimination between ID and
challenging near-OOD samples.

Table V: Near- and far-OOD detection on CIFAR-100.

Method
Near-OOD

AUROC (%) ↑
Far-OOD

AUROC (%) ↑
AUROC

gap (pp) ↓
Near-OOD

FPR95 (%) ↓
Far-OOD

FPR95 (%) ↓

CFSG-CLIP 64.98 82.38 17.40 89.65 76.70
Ours 71.09 84.65 13.56 87.60 68.94

C.7 Relationship to the CLIP Textual Embedding Space

We further analyze the relationship between enriched textual embeddings and the original CLIP
textual embedding space. We measure the cosine similarity between each enriched textual embedding
and its corresponding base textual embedding, and use Pearson and Spearman correlations to assess
the preservation of inter-class relationships. As shown in Table VI, the Pearson and Spearman
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Table VI: Relationship between enriched textual embeddings and the original CLIP text embedding
space across four fine-grained datasets.

Dataset Cosine sim. Pearson Spearman

Stanford Dogs 0.561 0.819 0.818
Stanford Cars 0.408 0.787 0.770
CUB-200-2011 0.284 0.801 0.764
FGVC-Aircraft 0.274 0.794 0.784

correlations suggest that the enriched textual embeddings largely preserve the inter-class semantic
structure of the original CLIP text embeddings.

C.8 Analysis of Cross-Modal Injection Strategies

We further compare our method with a straightforward alternative cross-modal injection strategy.
For each input image, this alternative directly concatenates its visual feature with the corresponding
textual feature for classification, without using the alignment module, proposed memory bank, or
fusion module. As shown in Table VII, single-image direct feature concatenation achieves 89.51% ID
classification accuracy, while our design improves the result to 92.59%. This comparison indicates
that the improvement does not come from simply appending visual features, but from the proposed
aggregation and fusion design.

Table VII: Comparison with direct per-image feature concatenation on CUB-200-2011 under the
20-label setting.

Method ID Acc. (%) Bal. Acc. (%)

Direct per-image feature concatenation 89.51 88.65
Ours 92.59 91.79
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NeurIPS Paper Checklist

1. Claims
Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?
Answer: [Yes]
Justification: The main claims in the abstract and introduction are consistent with the method
description in Section 3 and the experimental results in Section 4.
Guidelines:

• The answer [N/A] means that the abstract and introduction do not include the claims
made in the paper.

• The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A [No] or
[N/A] answer to this question will not be perceived well by the reviewers.

• The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

• It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]
Justification: We discuss the main limitation of our method in Section 5.
Guidelines:

• The answer [N/A] means that the paper has no limitation while the answer [No] means
that the paper has limitations, but those are not discussed in the paper.

• The authors are encouraged to create a separate “Limitations” section in their paper.
• The paper should point out any strong assumptions and how robust the results are to

violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

• The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

• The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

• The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

• If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

• While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs
Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?
Answer: [N/A]
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Justification: Our paper does not contain theoretical results.

Guidelines:

• The answer [N/A] means that the paper does not include theoretical results.
• All the theorems, formulas, and proofs in the paper should be numbered and cross-

referenced.
• All assumptions should be clearly stated or referenced in the statement of any theorems.
• The proofs can either appear in the main paper or the supplemental material, but if

they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

• Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

• Theorems and Lemmas that the proof relies upon should be properly referenced.

4. Experimental result reproducibility
Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: We describe the proposed method in Section 3, and provide the training
pipeline and implementation details in Section 4.1, which together support reproduction of
the main experimental results.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• If the paper includes experiments, a [No] answer to this question will not be perceived

well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.

• If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

• Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

• While NeurIPS does not require releasing code, the conference does require all submis-
sions to provide some reasonable avenue for reproducibility, which may depend on the
nature of the contribution. For example
(a) If the contribution is primarily a new algorithm, the paper should make it clear how

to reproduce that algorithm.
(b) If the contribution is primarily a new model architecture, the paper should describe

the architecture clearly and fully.
(c) If the contribution is a new model (e.g., a large language model), then there should

either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code
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Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [Yes]

Justification: The code is publicly available at https://github.com/njustkmg/
NeurIPS26-MDCEE, and the experiments use public benchmark datasets.

Guidelines:

• The answer [N/A] means that paper does not include experiments requiring code.
• Please see the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

• While we encourage the release of code and data, we understand that this might not
be possible, so [No] is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

• The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//neurips.cc/public/guides/CodeSubmissionPolicy) for more details.

• The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

• The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

• At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

• Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLs to data and code is permitted.

6. Experimental setting/details
Question: Does the paper specify all the training and test details (e.g., data splits, hyperpa-
rameters, how they were chosen, type of optimizer) necessary to understand the results?

Answer: [Yes]

Justification: All implementation details are described in Section 4.1.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The experimental setting should be presented in the core of the paper to a level of detail

that is necessary to appreciate the results and make sense of them.
• The full details can be provided either with the code, in appendix, or as supplemental

material.

7. Experiment statistical significance
Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [Yes]

Justification: All main results are reported as mean ± standard deviation over three runs
with different random seeds, as stated in Section 4.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The authors should answer [Yes] if the results are accompanied by error bars, confidence

intervals, or statistical significance tests, at least for the experiments that support the
main claims of the paper.

• The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).
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• The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

• The assumptions made should be given (e.g., Normally distributed errors).
• It should be clear whether the error bar is the standard deviation or the standard error

of the mean.
• It is OK to report 1-sigma error bars, but one should state it. The authors should

preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

• For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g., negative
error rates).

• If error bars are reported in tables or plots, the authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.

8. Experiments compute resources
Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]

Justification: The paper provides computer resource information in Appendix C.4.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The paper should indicate the type of compute workers CPU or GPU, internal cluster,

or cloud provider, including relevant memory and storage.
• The paper should provide the amount of compute required for each of the individual

experimental runs as well as estimate the total compute.
• The paper should disclose whether the full research project required more compute

than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

9. Code of ethics
Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: We have checked the NeurIPS code of ethics for our paper.

Guidelines:

• The answer [N/A] means that the authors have not reviewed the NeurIPS Code of
Ethics.

• If the authors answer [No], they should explain the special circumstances that require a
deviation from the Code of Ethics.

• The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

10. Broader impacts
Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [N/A]

Justification: Our paper focuses on a general fine-grained OSSL method, and does not
specifically deal with broader societal impact considerations.

Guidelines:

• The answer [N/A] means that there is no societal impact of the work performed.
• If the authors answer [N/A] or [No], they should explain why their work has no societal

impact or why the paper does not address societal impact.
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• Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

• The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate Deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

• The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

• If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

11. Safeguards
Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pre-trained language models,
image generators, or scraped datasets)?

Answer: [N/A]

Justification: Our paper does not release high-risk generative models, scraped datasets, or
other assets that would require special safeguards for responsible release.

Guidelines:

• The answer [N/A] means that the paper poses no such risks.
• Released models that have a high risk for misuse or dual-use should be released with

necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

• Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

• We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

12. Licenses for existing assets
Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer: [Yes]

Justification: The assets (datasets, code, models) used in the paper are open source, and our
use follows the relevant protocols.

Guidelines:

• The answer [N/A] means that the paper does not use existing assets.
• The authors should cite the original paper that produced the code package or dataset.
• The authors should state which version of the asset is used and, if possible, include a

URL.
• The name of the license (e.g., CC-BY 4.0) should be included for each asset.
• For scraped data from a particular source (e.g., website), the copyright and terms of

service of that source should be provided.
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• If assets are released, the license, copyright information, and terms of use in the
package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

• For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

• If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.

13. New assets
Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?
Answer: [Yes]
Justification: The code we released for our paper contains related documents.
Guidelines:

• The answer [N/A] means that the paper does not release new assets.
• Researchers should communicate the details of the dataset/code/model as part of their

submissions via structured templates. This includes details about training, license,
limitations, etc.

• The paper should discuss whether and how consent was obtained from people whose
asset is used.

• At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.

14. Crowdsourcing and research with human subjects
Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?
Answer: [N/A]
Justification: Our paper doesn’t involve the crowdsourcing experiments and research with
human subjects.
Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

• Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

• According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

15. Institutional review board (IRB) approvals or equivalent for research with human
subjects
Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?
Answer: [N/A]
Justification: Our paper doesn’t involve the potential risks.
Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

• Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.
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• We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

• For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

16. Declaration of LLM usage
Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigor, or originality of the research, declaration is not required.
Answer: [N/A]
Justification: Not used at all.
Guidelines:

• The answer [N/A] means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

• Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.
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